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Abstract

This paper studies efficient indexing methods for spatiotemporal databases in GIS
{geographical information system) applications and proposes an RT-tree index
Structure as an improvement of an R-tree or an MR-tree index structure. The RT-tree
design is based on the assumption that the changes of an image over time occur only at
a portion of the image in a relatively stable background, which is the case in many
spatiotemporal applications. The RT-ree structure saves the storage space and
improves the dccessing time in many applications. A comparison of RT-tree and MR-
tree demonstrdtes that the RT -tree is superior to the MR -tree in memory utilization and
accessing time for typical spatiotemporal manipulations.

L. Introduction

A spatiotemporal database is a spatial darabase in which daia objects may change
their spatial locations and/or shapes at different time intervals. Altematively, such a
database can be viewed as z spatial database with an extra dimension, time. However,
since this dimension usvally behaves differently from other dimensions i1:| most
applications, it is not efficient to implement such a database by simply using the
methods for multiple dimensional spatial databases. Special implementation techmque_s
should be developed for efficient storage and accessing of spatial obj_ects, their
geometric representations, and their time-varying characteristics in spatiotemporal
databases {14]. .

The design of spatiotemporal databases usuvally concerns three components —
theme, location, and time [1, 14]. To measure one component, it requires that a second
component be controlied and the third component be fixed [7]. ‘ To study an
incrementally changed image, one would like to fix the location (a s-pmlﬁc. gcogTaphlc
location), control the time, and measure the theme {(characteristics of spatial cbgcqts?.
We assume that our task is to study the urban growth of Canada. Thus, the location is
fixed (which is Canada), the time component is controlled {e.g., gafhering the sensing
data once a year}, and the theme "urban growth” is studied {measured). We assume that
the database consists of a collection of entities representing sparial objects with a time
attribute, and each entity has an identifier which can be used to associate aspatal
features with their spatial data in order to retrieve all related information.

1 The wotk was supporied in pan by the Natural Sciences and Engineering Research Cquncil
of Canada under Grant A-3723 and 2 research grant from Centre for System Science of Simon

Fraser University,
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Our stdy focuses on indexing mechanisms :and aims at developing an efficient
spatial access method 1o facilitate the search of spatial objects within given spatial and
temporal windows. : 5

There have been many spatial access methods developed for the efficient storage
and accessing of spatial objects. Most methods represent spatial objects by a large set
of small rectangles [11] which are stored in hierarchical data stuctures. The minimmm
bounding rectangle (MBR) of an object, with the edges in parallel to the axes of a data
space, usually serves as simple geometric key in spatial databases. An important
property of this approximation is that a complex object is abstracted by a limited
number of bytes in the same way that the data space and its subspaces are represented.
If arbitrary bounding polygons are used [5], the overlapped and redundant space could
be reduced by unlimitedly increasing the storage space to record the division (bounding
polygons) themselves in the index. i

The spatial index methods can be summarized into the foflowing four categories
according to the principles which guide the decompositions. The first category is the
quad-tree based regular recursive decomposition of space, which divides a region into
equal-sized quadrants and the sub-region can be further divided into four parts til some
condition is satisfied. The second category is the bucket methods -or grid files, which
include one- and multi-layered grid file structures [13] and the LSD ree [4]. The R-
trees [3] and its modified version, R+-trees [12], belong to the third category. Both of
the previous two categories partition all of the space, while this one considers only the
space that contains objects. The R-tree structure may contain overlapped sub-spaces
while the R+-tree resolves overlaps by increasing the height of the tree. The
performances of R+-trees and R-trees are analyzed in [2] under the assumption of
uniform distribudon of line segments. Finally, the fourth category includes the
transformation schemes that represent the MBR as higher dimensional points which can
then be organized by point-based accessing methods, such as K-D-B-trees [9].
However, since the neighboring objects are usually not stored closely in such trees, only
a small group of querics which require exact rectangle searching can be handled
efficiendy. - '

This paper develops an efficient indexing structure, RT-tree, which is an improved
R-tree indexing structure for spatiotemporal databases. Our presentation is organized
as follows. Section 2 introduces a multiple dense R-tree structure, called MR-tree,
Section 3 studies an improved R-tree, RT-ee. Section 4 compares the two indexing
structures, RT-tree and MR -wee, by analyzing their space- and time- complexities, and
section 5 provides our concluding remarks. ;

2, Muitiple R-{rees

In our discussion of spatiotemporal databases, the following assumptions are made
on the spatial data objects, which are typical in GIS applications. First, we assume that
the spatial objects are in non-rectangular shapes, and we thercfore distinguish the
abbreviation in index structure from object data representation. We also assume that a
sequence of images are stored in the database, each having a unique time stamp 4,
i=0,1,..,n, and the information contained in these images has already been abstracted
to higher level descriptions. For example, a city is represented as g point or a polygon
depending on the level of detail or the scale of 2 map. Furthermiore, we assumne that the
spatial relationship between objects in different images has also been established. For
example, in Fig. 1 and Fig. 2, the spatial objects are represented as @y, 04, 0/, etc., and
the same object 04 has two representations at two different time ¢ and 1., which are 04
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and O/, respectively. The two representations, though differing in. shape 'a.nd:/or
position, denote the same spatial object. An object 04 denotes. a logical object, which
could be a city, a farm, or others instead of a fixed size grid cell tessellation.
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Figure 2. The image at time ¢y .

To store a sequence of images with incremental time stamps, a simple methoq isto
construct one separate spatial index structure for each image using the previously
developed indexing techniques, such as R-trees and then assoc;iatc with each image
some temporal information. For example, we can construct a sequence of dense R -trees
with their roots stored in a sequential array in ascending time order. Therefore, search
in such a database corresponds to spatial data accessing with different timestamps.
However, in most cases, the background information remains stable between successive
images, that is, there are only a few changes on object locations and shapes. In such
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cases, instead of storing each complete image independently, data sharing should be
explored for data storage and indexing.

The first improvement on the storage and indexing technique is a multiple R-tree
structure, MR -tree. An MR -tree is a sequence of R-trees in which the first image at ¢, is
stored in an R-tree, the image at 4 is constructed based on the R-tree of #_; by sharing
their common subtrees. Such an idea has also been applied to the construction of a
sequence of B-trees in version control [§]. g

LetRq, Ry, ... , and R, denote the R -tree at time ¢y, 11, ..., and 1., respectively in our
Canada “urban growth" database. For a query, “find all the forest areas within the
province of B.C. in 1970", we first locate the R -tree, &;, where ; = 1970, and then search
within the boudary of B.C. for.all ihe objects which are forests. However, for a query,
“what areas have been changed spatially in Vancouver since 19807", all the images
after 1980 (i.e., R, where 1980 <+ < 1990} should be examined and compared with the
one at 1980, ' '

To facilitate the processing of queries involving multiple & -trees, an MR -treg can
be constructed. Assume an £ -tree is of order M, that is, each node has at least M/2 and
at most M entries which are of the form (S, POINTER), where 5 is a rectangle that
covers all the rectangles of its descendents, - The MBR’s of the physical spatial objects
are stored in the leaves of the tree. The first index tree R, is constructed using the
typical R-trec insertion algorithm [3). &; is constructed from ;_; by rearranging only
those objects at ; which are different from those at 4_,. That is, a sub-tree of & can be
shared with the one of &, if both cover the same set of (unchanged) objects. However,
when there are changes for certain objects, these leaf nodes and their corresponding
ancestor nonleaf nodes must be updated accordingly. Some entries will be deleted and
others inserted. The rebalance of the tree should be delayed until all the deletions and
insertions have been completed for the new image. The MR -tree reorganization is
similar to the reorganization of B -trees and R -trees {3, 10].

Fig. 1 and Fig. 2 show the images at 1o and ¢, respectively. Notice thar the only
difference between the two images is the change of the size of the object 04 (from 0, to
04). Fig. 3 illustrates the MR -tree for Rg and 4. Furthermore, if a new object emerges
REAr 04, Or 54 increases, the corresponding tree will have very minor changes since the
leaf node containing §»° stll has roomi for it.
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Figure 3, The corresponding MR -tree for Fig. 1 and Fig,. 2.
We examine two extreme cases. First, if two images are exactly the same at time
41 and 4, no new node is created and the same R-tree is assigned to both R;-, and R;.
Secondly, even if there is only one entry out of m entries changed in each leaf node, all
the leaves and their ancestors cannot-be shared and R; must be a completely new tree.
One such example is shown in Fig. 4, in which, comparing with Fig. 1, 0, becomes 0y’
and. is covered by § instead of §3, 0 is shifted to 07’ and stored in a different subtree,
and 03 is changed in size and becomes 05. Fig. 5 shows the two trees, in which R,



does not share any node with R.

Figure 5. The correspending MR -tree for Fig. 1 and Fig. 4,

Almough it is possible to reoganize the previously established trees to make more
portioas shared among different irnages in the MR-tree, it is in general an NPcomplete
problem to achieve the maximum memory utilization [8]. Thus we will not further
address this issue here.

3. The RT-Tree Index Structure

Similar cases can be handled more efficiently using another tree index structure,
RT-tree, which is introduced in this section. An RT-tree couples time qxterva.ls V\_nth the
spatial ranges in each node of the tree so that only one index tree is maintained as
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opposed to the n+1 index trees maintained by the MR -tree technique.

An RT-tree is an improved R-tree. An RT-tree of order M is a height-balanced tree
with the index records in its leaf nodes containing entries (S, T,P), where P (pointer)
points to the physical object, T represents time interval from time ¢ to 1; which is the
interval when the object is at §, and S is the MBR of the object. All the leaf nodes are
chained together to facilitate sequential search. Each entry of a nonleaf node has the
same format, (S,T,P), however, P points to a subtree whose leaves have records
i, T;, Pi), such that each §; is covered by S. Such §;’s may be overlapped among
different images. Fig. 6 shows the imnage which is an overlapped images of Fig. 1 and
Fig. 4. The RT-tree satisfies all the properties of a balanced tree [3].

Figure 6. The overlap of the images shown in Fig. 1 and Fig. 4.

3.1. Construction of the RT-tree

Initially, an RT-tree is built in a similar way as the construction of an R -tree for the
first image Ro. At time  when a new image R; comes, it initiates a sequence of
insertion operations. The insertion of a record (MBRy,t,P) is performed as follows.
First, it searches for the leaf node to check whether there is an entry with the same MBR
and the same data. If there is one, expand the time intervals of this entry; otherwise,
check whether the current leaf node has free space for new entries. If it is full, it is split
into two and the split process may. propagate up to the root. Notice that to make the
spatial search more efficient, the selection of a nonleaf node under which the node is to
be inserted should be based on the minial (combined) time interval and/or the least
covering MBR. Also, the covering rectangles and the time intervals of such nonleaf
nodes should be updated during the insertion. The total number of nodes, therefore, is
reduced by sharing the old partitions as recorded in nonleaf nodes. That is, an RT-tree
needs much less nodes than its corresponding MR-tree because it does not create
duplicating paths. The price paid here is that the height of an RT-tree may be a little
higher than the comesponding MR-tree (since it stores some more entries than those in
one image of the MR-tree), and each node needs some more space to store the time
interval. Fig. 7 shows the constructed RT-tree for Fig. 6, which contains many
overlapped partitions for images at ¢, and ¢, (represented by Fig. 1 and Fig. 4). Notice
that the RT-tree (Fig. 7) has 11 nodes while the corresponding MR -tree (Fig. 5) has 17



nodes.

Figure 7. The corresponding RT -tree of Fig. 6.

3.2. Node Splitting Strategies

Similar to a B-tree or an R-tree, a node split operation should be performed on an
RT-tree node if the node is full but a new entry has to be inserted. Node splitting is a
process of reorganizing the information for a node, which should group more closely
related information together to faciliate accessing. Since there could be many versions
in one or a group of spatial objects which may differe in time, location, shape and
semantics, there should be different criteria for node splitting. It is often a conflicting
goal to achieve both the minimal coverage of space and the minimal coverage of time
in a node splitting. We suggest three node splitting preferences which could be used
independentely or in combinations to form a more sophisticated strategy.

(1) Spatial coverage preference: Split a node based on the minimal spatial covering
rectangles. Suppose a node consists of two portions, each with a minimized
spatial covering rectangle. Node split based on spatial coverage will facilitate the
searches based on spatial criteria, however, it may not benefit the searches based
on certain time criteria because the objects stored in each leaf node, therefore their
ancestor nodes, could belong to different images-which represent different time
intervals.

(2) Time interval preference: Split a node based on certain time interval. Suppose
(4, 1;) is the time interval of the node, in which some entries have time interval
(4, ) and others (4, 1;) where 1, may be less than £, (some-overlapping). Spatially,
these entries could be located in the same covering rectangle. In the worst case, an
entry could be in both time intervals because it has not been changed from time 4
to t;. This preference mdy facilitate searches based on certain time criteria.
Howeuver, such a preference may lead to the same result as MR -trees in regards to
space cost if each leaf node covers a long time interval.

(3) Semantic coverage preference: Split a node based on the semantic knowledge
about the images. A node can be split according to the meaning of different image
segments. Objects in the same regions or with certain features may be grouped
together or closely. This facilitates efficient data search for the frequently used
semantic-oriented quenes For example, if a node contains both B.C. and Alberta
(two neighboring provmces of Canada), node split could be based on the boundary
line of two provinces. A similar node splitting criteria could be based on the
semantics related to time intervals. For example, if the comparison is always
‘within a decade, the node stiould be split into two, in which one contains the
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objects in 1970’s while the other contains those in 1980’s.

4. Comparisons between MR-Tree and RT-Tree

We compare the performance of the two index structures, MR -tree and RT-tree,
based on the storage space utilization and the processing efficiency of typical
spatiotemporal queries.

4.1, Typical queries and searching primitives

We confine our discussion of query processing to spatial-relevant temporal queries
because other kinds of queries can be processed by certain kinds of aspatial attribute
searches. For example, to examine the geometric history of one object, the search is
directed according to this object ID or symbolic name which are usually indexed by the
popualr B-tree techniques. Thus its temporal/spatial data can be found without
searching through spatial index trees.

Our discussion focuses on the following two k1nds of search pmnmves
(1) search the objects within a réctangle R at time ; and
(2) search the objects within a rectangle R from 4 to ¢;.

Although there could be other kinds of search primitives, the above two primitives
represent typical ones involving both spatial and temporal searches. Many other
spatio-temporal primitives can be derived from the ‘them by changing the search
conditions, such as, substituting "overlapping" for "within" or "after ;" for "from 1 to

4.

4.2. Space Cost Comparisons

To simplify our discussion, we assume that for an RT-tree or an MR -tree of order
M, each node contains at least m (=M /2) entries and at most M. Notice that in most real
databases, the node is usually not full to avoid frequent tree reorganization caused by
data insertions. Moreover, we assume that each image contains k objects among which
there are on average x objects changed from 4 to0 4. where 0<i <n. That is, on
average, there are (k - x) objects of image i remaining the same from image i to image
i+1, while there are x objects with location or shape changed. An entry which contains
a pointer to-its data is added for each changed object so that at least N =k + nx entries
should be in the leaf nodes to accormodate the (» + 1) images.

_ Best Case of RT-tree ‘Worst Case of RT-tree
Height Num_of_node Num_of_entry Height Num_of node Num_of_entry
1 1 M ) 1 1 1
2 M . M2 2 2 2m
3 M? . M3 : 3 2m 2m?
4 M3 M4 4 2m? 2m3
h Mh-1 Mh» ’ h 2mh-2 2m*-1

- Table 1. Storage space of an RT-tree: the best case vs. the worst case.

First, we analyze the memory cost of an RT-tree, which should be sumlar to the
analysis of B-trees [6]. Table 1 presents the numbers of nodes and entries at each level.
The number of entries at bottom level (leaves) in the best and the worst cases should be
M* and 2m*-1, which should be able to store at least N nodes. Thus 4 must be greater
than log.N and less than log,N - log,2 + 1, that is, in the order of O(log,N). Therefore,

the number of nodes in the RT-tree is from -%’%11— E1+M+M24+ - +M* ~1) 1O
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total number of nodes of the MR -tree in the best case should be 7"7 + -2}{7"- which is close
to that of a corresponding RT-tree. )

4.3. Time Cost Comparisons

_ Suppose the size of each node is one page. Then the time cost is the total number
of pages accessed (the total number of nodes visited) in the retrieval of the inquired
spatial objects. An RT-tree search starts at the root, following the entry (1,T,P) of a
nonleaf node where I locates the search rectangle and T is a time ¢ or a time interval
(4. ¢;) until a leaf is reached. The cost of search time depends on the height of the RT-
tree. v
We examine the worst case for an RT tree. Suppose the RT-tree stores N objects
which are completely changed in each of the » images. Thus the total number of leaf
nodes to be stored should be » xN, which requires an RT-tree of height loga(n X N) =
logmn +log.N, where m is the number of entries in each node. Obviously, an R-tree of
N nodes should be of height log,N, and its corresponding MR-tree should be slightly
taller since it contains more nodes. Since log.n is less than 1 if the number of images is
less than the number of entries in a node, which is quite common, the RT-tree should
have alomst the same height as its corresponding MR -tree.

An MR -tree search starts by finding the root R; using the specified # and then
searches for the spatial objects in the tree R;. If a retrieval has a time interval from ¢ to
t;, then there are (j —i +1) trees (i.e., Ry, fork =i,i +1, ..., j, in the MR-tree). The cost
of accesses should be (j - i + 1) multiplied by the average height of the MR-tree. In such
case, the MR-tree is much worse than RT-tree. Only when a query is about a specific
time instance instead of a time interval, the use of MR -tree will speed up the search
process. However, since the height of an RT-tree is-only slightly higher than that of its
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corresponding MR -tree, the performance should not have some major differences.

5. Conclusion

This paper has studied the efficient indexing structure, RT-tree, for spatiotemporal
databases. An RT-tree incorprates temporary information in spatial objects and index
nodes, which represents an elegant merge of multiple R-trees with different timestamps. .
Therefore, it saves storage space and improves the performance.

Our study of the RT-tree structures is based on the conceptual and complexity
analyses. The implementation of RT-trees in experimental spatiotemporal databases
and its performance comparison with other R -tree variations are the interesting topics
for our future study. :
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