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Abstract.  Statistical methods to model check stochastic systems have
been, thus far, developed only for a sublogic of continuous stochastic bgic
(CSL) that does not have steady state operator and unbounded until
formulas. In this paper, we present a statistical model checking al gorithm
that also veri es CSL formulas with unbounded untils. The algorithm is
based on Monte Carlo simulation of the model and hypothesis testing
of the samples, as opposed to sequential hypothesis testing. We have
implemented the algorithm in a tool called VESTA, and found it to be
e®ective in verifying several examples.

1 Introduction

Stochastic models and temporal logics such as continuous stochastic lagi
(CSL) [1, 3] and probabilistic computation tree logic (PCTL) [9] are widely used
to model practical systems and analyze their performance and reliability. There
are two primary approaches to analyzing the stochastic behavior of such sys
tems: numerical and statistical. In the numerical approach, the formal model
of the system ismodel checkedor correctness with respect to the speci cation
using symbolic and numerical methods. Model checkers for di®erent classes of
stochastic processes and speci cation logics have been developed [10, 13, 13, 4,
14, 2]. Although the numerical approach is highly accurate, it su®ers from mem-
ory problem due to state-space explosion and being computationally intensive.
An alternate method, proposed in [18], is based on Monte Carlo simulatin of
the model and performing sequential hypothesis testing on the sample generated.
In [15], this method was extended to statistically verify black-box, deployedsys-
tems that can only be passively observed. Being statistical, these methods are
less precise: they only provide probabilistic guarantees of correctness.

Both statistical approaches (presented in [18,15]), considered a sublogic
of continuous stochastic logic (CSL) that excludes steady state operator and
unbounded until operator In this paper, we extend the statistical veri cation
method to verify CSL (or PCTL) formulas that may have unbounded until con-
nectives. Speci cally, we consider a sublogic of CSL (and PCTL) that contains
all the logical connectives, except for the steady-state operator and present a
model checking algorithm for it. As in [18], we assume we have a model that ca
be simulated on a need basis. The samples generated by Monte Carlo simulation
are subjected to hypothesis testing. However, unlike [18], we do simple hyploe-
sis testing as opposed to sequential hypothesis testing. Simple hypothesiesting
is easily amenable to parallelism, since the sampling and statistical testsan be
done in parallel. We exploit parallelism in our implementation of the algorithm.



We make no inherent assumptions about the model that is being veri ed,
other than it can be simulated using discrete event simulation, and that the
model checking problem is well de ned with respect to CSL (or PCTL). Thus,
our algorithm can be successfully applied to Discrete Time Markov Chains,
Continuous Time Markov Chains, and Semi Markov Chains. However, it is un-
clear whether our method can be applied to Generalized Semi Markov Processes
(GSMP). This is because there is no well understood de nition of a probability
space on execution paths of a GSMP such that the model checking problem is
well-de ned, i.e., path formulas in CSL de ne measurable sets.

The rest of the paper is organized as follows. In Section 2, we give our assump-
tions about the system being analyzed, and present the syntax and semantics
of CSL (and PCTL). The model checking algorithm is presented in Section 3.
The algorithm is inductive, based on the structure of the formula being veri ed,
and we present the details of the algorithm for all the CSL connectives in our
sublogic, though our analysis of the previously considered operators (such as
conjunction, negation, next, bounded until, and the probabilistic operator) is
similar to that presented in [18], the decision procedures we use di®er. Section 4
contains details of our implementation in the VESTA tool and the results of our
experimental analysis of the tool. Finally, we conclude in Section 5.

2 Model and Logic
We consider stochastic models that meet the following requirements:

1. Sample execution paths can be generated through discrete-event simulation.
Execution paths will be a sequences of the fornys= sg g s, gee
where eachs; is a state of the model andt; 2 R, is the time spent in the
state s; before moving to the states;j.; .

2. A probability space can be de ned on the execution paths of the model in
such a way that the paths satisfying any path formula in our concerned logic
(CSL or PCTL), is measurable.

3. The number of states of the system is Tnite.

It has been shown that commonly used models such as continuous-time
Markov chains (CTMC) [17], semi-Markov chains (SMC) [7,14], which ae a
generalization of CTMC, meet the above requirements. While we believe our
algorithm will work for any model that satis es the above conditions, in order
to establish the mathematical concepts and notation clearly, we focus on SMCs.

Let AP be a set of nite atomic propositions. A labelled semi-Markov chain
(SMC) is a tuple M = (S;s;P;Q;L) where S is a nite set of states, s, is
}pe initial state, P: S£ S| [0;1] is atransition probability matrix such that

s P(sis)=1foreachsinS, Q:SES! (R o! [0;1]) is a matrix of
continuous cumulative probability distribution functions such that P(s;s% =0
implies for all t, Q(s;s%t) =1, and L: S! 24" is a labelling function that
maps every state to a set of atomic propositions.

If for any two states s and s% P(s;s% > 0 then there is a transition from
s to s% and the probability of the transition is given by P(s;s%. Thus we can
see ;s ;P;L) as the discrete-time Markov chain embedded in the SMCM .



Once a next states® from the current state s is sampled according to the matrix
P, the sojourn time in the state s is determined according to the cumulative
probability distribution function Q(s;s%t). The probability to move from state
s to s? within t units of time given that s°is sampled as the next state is given
by Q(s;s%t). Note that if all the probability distribution functions in the matrix

Q are exponential then the SMC becomes a CTMC.

A sequence/a= so 1° s I s, 18 ¢ ¢ is called a path ofM , ifso= s/, 2 S,
ti 2 R g,andP(s;;si+1) > Oforalli, 0. We denote theith state in an execution
Yaby Y4i] = si, and the time spent in the i!" state by +(Y4;) = t; .PThe time at
which the execution enters stateji + 1] is given by ¢(Ya;i+1) = = |25 #(¥a;]).
The state of the execution at time t (if the sum of sojourn times in all states in
the path exceedst), denoted by Yt), is the state s; such that i is the smallest
number for which t - ¢(Y4; i+ 1). We let Path(s) be the set of paths starting at
state s.

Let sp;s1;:ii;sk 2 S with P(si;si+1) > 0 for all 0 - i < k. Let
lo;l1; 125001k 1 be non-empty intervals in R . Then C(so;lo;S1;::: 1k 1;Sk)
denotes acylinder set consisting of all paths %22 Path(sp) such that %i] = s
(for 0 - i - k), and H(¥%;) 2 1; (for i <k ). Let B be the smallest¥zalgebra on
Path(sp) which contains all the cylinders C(sp;lo;S1;:::1k; 1;Sk). The measure
L on cylinder sets can be inductively de ned ast (C(sp)) =1 and for k> 0 as

1 (C(so;lo;s1;iiilki 155))
= 1 (C(so;lo;sa;iiiski 1)) P (sk; 158k) E(Q(Ski 1:Sk;U) i Q(Ski 1;Sk; )
where™ =inf I, and u = sup I «. The probability measure onB is then de ned as
the uniqgue measure that agrees witht (as de ned above) on the cylinder sets.

2.1 CSL and PCTL Syntax and Semantics
Continuous stochastic logic (CSL) is introduced in [1] as a logic to expess prob-

abilistic properties of continuous time Markov chains (CTMCs). We adopt a
sublogic of CSL that excludgs the steady-state probabilistic operator. LetA rep-
resents astate formula and A represents apath formula. Then:

Az=trueja2 AP j: AjANAjP, (A) A= AUAJAU 'AjXAjX 'A

where AP is the set of atomic propositions,/ 2 f<; - ;> g, p2 [0;1], and
t 2 R . The notion that a state s (or a path %) satis es a formula A'is denoted
by sE A (or ¥ A), and is de ned inductively as follows:

S true SF a i®a2 AP (s)

sE A i®s6j A sFAMA i®sFE AjandsE A
SF Pp (A) i® Probf¥2 Path(s) j ¥aF Ag/p

YaE XA i®¢(Yal)< 1 and YJ1]1F A

vE XA i®¢(Yal) - tand Y11 E A
Yap AUA, i®9x 2 R o (¥4x) F A and 8y 2 [0;x): YY) F Ay)
YaE AL U A, i®9x 2 [0;t]: (4x) F Az and 8y 2 [0;x): Y{y) F A1)

It can showp that for any path formula A and any state s, the set f¥% 2
Path(s) j ¥af Ag is measurable [14]. A formulaP (A) is satis ed by a state



s if Prob[path starting at s satis es A] / p . The path formula X A holds over a
path if A holds at the second state on the path. The formulal, U 'A; is true
over a path %if A, holds in some state alongvsat a time x 2 [0;t], and A holds
at all prior states.

Note that if we change the time domain in the above logic fromR_ g to natural
numbers N, we get the logic PCTL (stands for probabilistic computation tree
logic) [9]. The model-checking algorithm that we describe next is correct for bdt
time domains. Therefore, we can use the model-checking algorithm for verifying
properties expressed in both CSL and PCTL. In case of model-checking a PCTL
formula, we will assume that the model provided is discrete-time with unit time
associated with every transition.

3 Statistical Model Checking

Our model checking algorithm, A, proceeds recursively based on the structure
of the formula. Before describing the details of the algorithm, we present the
theorem that formally states the correctness of the algorithm. The statement
of the theorem is instructive in understanding the subsequent analysis. The
algorithm A takes as input a stochastic modelM , a formula A in CSL, error
bounds®" and " °, and three other parameterst;, +,, and ps. The result of model
checking on these parameters, denoted b *2Ps(M ; A; @; ), can be either
true or false. The algorithm provides the following correctness guarantees.

Theorem 1. If the model M satis es the following conditions

C1: For every subformula of the formP_ ,A in the formula A and for every state
s in M, the probability that a path from s satis’es A must not lie in the
range [Pl B o

C2: For any subformula of the form A; U A, and for every states in M, the
probability that a path from s satis'es A; U A, must not lie in the range

(©; ﬁ] where N is the number of states in the modeM .

Then the algorithm provides the following guarantees

R1: Prob[A*1#2iPs (M ; A; @F; ™
Prob[A*1*2Ps (M ; A; @ ;™

"y= true jM6E Al - @
"y= falsejMj= A]. ~°

Condition C1 requires that the model be such that for any subformulaP A,
the probability of A being satis ed at a state be bounded away fronp. Condition
C2 requires that either an until formula does not hold in a state or it holds with
some probability that is bounded away from 0. Under such circumstances, we
guarantee that the probability of error of A is within the required bounds.

A few points about the algorithm are in order. First, the requirement that t he
model satisfy condition C1, is something that previous stochastic model chechki
algorithms also have. Second, the error bound®” and ~° are parameters to the
algorithm. Hence, we can improve the con dence in the algorithm's answer to
be as close to 1 as we like. Third, the bounds required in conditions C1 and
C2 depend on the parameterst;; +,, and ps given to the algorithm. Thus, they
can be tuned based on the model and formula being analyzed, to ensure that



C1 and C2 are satis ed. Typically, for our experiments, we pickedt = +, =
0:01 and ps = 0:1. Note that one may easily pick ps to be c=N where N is
the number of states andc is some positive constant. This will ensure that
the upper bound of the range in condition C2 is(licifzmN - +2e® (proved

in [16]), which can be made as close to 0 as desired by a suitable choice wf
Note that making ps smaller comes with a price: if we makeps very small, the
expected length of the samples increases. This can increase the computation
cost, something we also observed in our experiments. However, techniques such
as caching and discounting optimization (discussed in Section 4) helped us to
considerably reduce the computation cost for smallps.

We make the following notational simpli cations in the rest of the paper.
The parameters#, +,, and ps are global to the algorithm A; therefore, we will
omit the superscript #;+; ps from A*#2:Ps(M : A;®; ") and write it simply
asA(M ;A;@;°). The value of the error bounds® and ~ will change for the
invocation of A on various subformulas; therefore, we will carry them with A.
The result of model-checking a state formulaA at a state s will be denoted by
A(s;A;®;"); similarly, the result of model-checking a path formula A over a
path ¥ will be denoted by A(¥:;A;®;). Note that A(M ;A; & °) is same as
Alsi; A& 0).

3.1 Probabilistic Operator: Computing A(s;Pp (A);®;7)

We use statistical hypothesis testing [11] to verify a probabilistic prperty A =
Pip (A) at a given state s. Without loss of generality, we show our procedure
for A= P ,(A). Note that P, (A) is the same as:P ,(A) and < (or >) is
essentially the same as (or , ). Let p° be the probability that A holds over a
random path starting at s. We say that s F P_,(A) if and only if p°, p and
s6 P p(A)ifand only if p°<p.

We want to decide whethers = P_,(A) or s 6j P ,(A). By condition C1,
we know that p° cannot lie in the range [p‘l’i—'—lé(@' T, which implies that p°
cannot lie in the range pj +#;p + #]. Accordingly, we set up the following
experiment. Let Ho: pP°< p i # be thenull hypothesisand H1: p°®> p + +; be the
alternative hypothesis Let n be the number of execution paths sampled from the
state s. We will show how to estimate n from the di®erent given parameters. Let

mean p® 2 [0;1] i.e., for eachi 2 [1;n], Prob[X; = 1] = p% Then the sum
Y = X1+ Xo+ :::4+ X, has binomial distribution with parameters n and p°. We
say that x;, an observation of the random variableX;, is 1 if the i!" sample path
from s satis es A and 0 otherwige. In the experiment, we rejectHo: p°<p i %
and say A(s;A;®;") = trug if -, p; otherwise, we rejectH;: p°, p and
say A(s;A;®;7) = false if —X < p. Given the above experiment, to meet the

n
requirement R1 of A, we must have

Prob[accept H1 j Ho holds] = Prob[Y=n, pjp’<pi #]- ®
Prob[accept Ho j Hy holds] = Prob[Y=n<pjp’>p + &]-



Accordingly, we can choose the unknown parameten for this experiment such
that Prob[Y=n, pjp’<p i %] - Prob[Y=n, pjp’= pi #]- ® and
Prob[Y=n<pjp®, p+ #]- Prob[Y=n<p|jp’= p+ #]- . In other words,
we want to choose the smallesn such that both Prob[Y=n, p]- ®whenY is
binomially distributed with parameters n and pj #, and Prob[Y=n <p] - —
when Y is binomially distributed with parameters n and p+ #;, holds. Such an
n can be chosen by standard statistical methods.

3.2 Nested Probabilistic Operators: Computing A(s;Pp (A);®;7)

The above procedure for hypothesis testing works if the truth value ofA over
a sample path determined by the algorithm is the same as the actual truth
value. However, in the presence of nested probabilistic operators iA, A cannot
determine the satisfaction of A over a sample path exactly. Therefore, we modify
the hypothesis test so that we can use the inexact truth values ofA over the
sample paths.

Let the random variable X be 1 if a sample path¥from s actually satis es
A in the model and 0 otherwise. Let the random variableZ be 1 for a sample
path Y4if A(Y4;A;®;7) = true and O if A(¥;A;®;) = false. In our algorithm,
we cannot get samples from the random variableX ; instead, our samples come
from the random variable Z. Let X and Z have Bernoulli distributions with

the Bernoulli distribution with unknown mean p®2 [0;1]. We say that z;, an
observation of the random variableZ;, is 1 if A(%; A; ®;7) = true for i!" sample
path ¥ from s and O otherwise.

We want to test the null hypothesis Hp: p°< p | + against the alternative
hypothesis Hy: p® > p + #. Using the samples fromZ we can estimate p®
However, we need an estimation fop® in order to decide whetherA= P p(A)
holds in state s or not. To get an estimate for p® we note that the random
variables X and Z are related as follows:Prob[Z =1 j X = 0] - @ and
Prob[Z =0 j X =1] - ~° where®and ~°are the error bounds within which A
veri es the formula A over a sample path froms. We can set®®= ®and " °= ~.
By elementary probability theory, we have

Prob[Zz =1] = Prob[Z =1 j X =0]Prob[X =0]+ Prob[Z =1 j X =1]Prob[X =1]
Therefore, we can approximatep®= Prob[Z = 1] as follows:

Prob[z =1] - &1 p)+1 ¢p°= p’+(1 i p)®
Prob[Z =1] , Prob[Zz =1 jX =1]Prob[X =1] , (1 )p’= p’i p°

This gives the following range in whichp®lies: p°i p°- p®- p’+(1 | pI®.
By condition C1, we know that p° cannot lie in the range [p‘lf—l(i@@; pfi—ii].
Accordingly, we set up the following experiment. Let Hy: p° < pilf—lg@('@ be the

null hypothesisand Hy: p°> = be the alternative hypothesis Let us say that

we acceptH; if our observation is TZ' ., p and we acceptHg if TZ‘ <p.
By the requirement of algorithm A, we want Prob[acceptH;j Ho holds] - ®

and Prob[acceptHqo j H; holds] - . Hence, we wantProb][ nZ‘ Cpjpl<




00, S P .
Pi B - Bl = Prob[—2-, pjp®<pi #]-

P
Pt ®] . prop[— X

1i ®p > 1i ® n
Prob[—2. | pj p¥=ppi #] - @ Similarly, we want Prob[—%. < p j p®=
p+#]- . Notethat  Z; is distributed binomially with parameters n and p®

We choose the smallesh such that the above requirements forA are satis ed.
3.3 Negation and Conjunction: A(s;: A;®  )and A(s;A1" Ay ®;7)
For the veri cation of a formula : A at a state s, we recursively verify A at state
s. If we know the decision of A for A at s, we can say thatA(s;: A;®;") =
A (s;A; 7 ®). ) ]

For cpnjunction, we _rs[ compute A(s;Ar;®;; 1) and A(S;A2;®2;_2). If one
of A(s;A1;®; 1) or A(s; Ap;®y; ) is false, we sayA(s; AL Ay;®; ) = false.
Now:

Prob[A(s; AL N Ay, ®;7) = falsej s AL At

= Prob[A(s;A;®; 1) = false A (s;Ax;®; ) = falsejsiE A" A

- Prob[A(s;A1;®;71) = falsej s AL Aol + ProblA(s; Ay; ®; ) = falsej s AL ™ Ay
= Prob[A(s;A1;®,; 1) = falsej s Ai]+ Prob[A(s; Ax;®; 2) = falsej s As]

- 1+ 2 =" [by the requirement R1 of A]

The equality of the expressions in the third and fourth line of the above
derivation follows from the fact that if s F A; * A, then the state s actually
satisesA; * Ay; hence,siE Aj andsiE Ay. Weset 1= o= =2,

If both A(s;A;;®1; 1) and A(s;Ax;®; ,) are true, we say A(s;A; »
Ay;®;7) = true. Then, we have

Prob[A(s; A1 » Ay;®;7) = true | s 6 A A

- max(Prob[A(s; AL » Ay;®;7) = true j s 6] Aj];Prob[A(s; A1~ Ay;®;7) = true j s 6 A))
- max(Prob[A(s; Au;®; 1) = true j s 6 Ai]; Prob[A(s; Ag; ®,; 2) = true j s 6 A;]

- max(®; ®,)

We set®; = ® = ®.

3.4 Unbounded Until: Computing A ALUA;® )

Consider the problem of checking if a path¥zsatis es an until formula A; U A,.
We know that if Y4satis es Ay UA, then there will be a nite pre x of Yawhich will
witness this satisfaction; namely, a nite pre x terminated by a state satisfying
A, and preceded only by states satisfyingd;. On the other hand, if “does not
satisfy A; UA; then ¥amay have no “nite pre x witnessing this fact; in particular
it is possible that ¥ only visits states satisfying A; ~: A,. Thus, to check the
non-satisfaction of an until formula, it seems that we have to sample in nite
paths.

Our rst important observation in overcoming this challenge is to note that
set of paths with non-zero measure that do not satisfyA; UA, have nite pre xes
that are terminated by states s from which there is no path satisfying A; U A,
i.e.,sF P=o (A1UAy). We therefore set about trying to rst address the problem
of statistically verifying if a state s satis es P=y (A; U Ay). It turns out that this
special combination of a probabilistic operator and an unbounded until is indeed

! Note that this is not a conditional probability, because s A; ~ A is not an event.



easier to statistically verify. Observe that by sampling nite paths from a state
S, we can witness the fact thats does not satisfyP-o (A, UAy). Suppose we have
a model that satis”es the following promise: either states satisfyP-q (A UAy) or
states satisfyPs. (A; UA,), for some positive real+. Now, in this promise setting,

if we sample an adequate number of "nite paths and none of those witness the
satisfaction then we can statistically conclude that the state satis esP-o (A, UA)
because we are guaranteed that either a signi cant fraction of paths will satify
the until formula or none will.

There is one more challenge: we want to sample nite paths from a state
to check if Ay U A; is satis"ed. However, we do not knowa priori a bound on the
lengths of paths that may satisfy the until formula. We provide a mechanism to
sample nite paths of any length by sampling paths with a stopping probability.

We are now ready to present the details of our algorithm for the unbounded
until operator. We rst show how the special formula P-y (A; U Ay) can be
statistically checked at a state. We then show how to use the algorithm for
the special case to verify unbounded until formulas. o
Computing A (s;P= (A1 U Ay);®;" ) To compute A(s;P= (AL UAy);®; ),
we rst compute A(s;: A; A Ay ®;7). If the result is true, we say
A(s;P= (A1 U Ay);®;7) = true. Otherwise, if the result is false, we have to
check if the probability of a path from s satisfying A; U A, is non-zero. For this
we set up an experiment as follows.

Let p be the probability that a random path from s satis'es Ay U Ay. Let
the null hypothesisbe Hqy: p > +, and the alternative hypothesisbe H,;: p=0
where +, is the small real, close to 0, provided as parameter to the algorithm.
The above test is one-sided: we can check the satisfaction of the formul, U A,
along a path by looking at a nite pre x of a path; however, if along a path
Ay ~: A, holds only, we do not know when to stop and declare that the path
does not satisfyA; UA,. Therefore, checking the violation of the formula along a
path may not terminate if the formula is not satis ed by the path. To mitigat e
this problem, we modify the model by associating a stopping probabilityps with
every state s in the model. While sampling a path from a state, we stop and
return the path so far simulated with probability ps. This allows one to generate
paths of "nite length from any state in the model.

Formally, we modify the model M as follows: we add a terminal states,
to the set S of all states of M . Let S° = S|[f s,g. For every state s 2 S,
we dene P(s;s;) = ps, P(s7;S2) = 1, and for every pair of states s;s°2 S,
we modify P(s;s9) to P(s;s)(1 i ps). For every state s 2 S, we pick some
arbitrary probability distribution function for Q(s;s;;t) and Q(s;;s» ;t). We
further assume that L (s, ) is the set of atomic propositions such thats, & A,.
This in turn implies that any path (there is only one path) from s, do not satisfy
A; UA;. Let us denote this modi ed model by M °. Given this modied model,
the following result holds:

Theorem 2. If a path from any state s 2 S in the model M satis es A; U A,
with some probability, p, then a path sampled from the same state in the modi ed
modelM O will satisfy the same formula with probability at leastp(1j ps)N , where
N = jSj.



Proof is given in [16].

By condition C2 of algorithm A, p does not lie in the range (Q ﬁ].
In other words, the modi ed probability p(1i ps)V (= p° say) of a path from
s satisfying the formula A; U A, does not lie in the range (Q,]. To take into
account the modi ed model with stopping probability, we modify the experiment
to test whether a path from s satis es A; U A, as follows. We change thenull
hypothesisto Hq: p°> +, and the alternative hypothesisto H: p°= 0.

Let n be the number of nite execution paths sampled from the states in

distribution with mean p°2 [0; 1] i.e., for eachj 2 [1;n], Prob[X; = 1] = p° Then
the sumY = X3+ X, + :::+ X, has binomial distribution with parameters n
and p° We say that x;, an observation of the random variableX;, is 1 if the
j™ sample path from s satis'es A; UA; and 0 otherwise. In the experiment, we
reject Ho: p° > +, if — = 0; otherwise, if —1 > 0, we rejectH;: p° = 0.
Given the above experiment, to make sure that the error in decisions is bounded
by ® and ~, we must have

Prob[acceptH 1 j Hp holds] = Prob[Y=n=0jp’>+,]- ®
Prob[acceptHg j Hy holds] = Prob[Y=n, 1jp°= p]=0- —

Hence, we can choose the unknown parametar for this experiment such that
Prob[Y=n=10 j p°> #,] - Prob[Y=n=0 jp°= %] - ®i.e, n is the smallest
natural number such that (1 )" - ®.

Note that in the above analysis we assumed thatA; U A, has no nested
probabilistic operators; therefore, it can be veri ed over a path without error.
However, in the presence of nested probabilistic operators, we need to modify
the experiment in a way similar to that given in section 3.2.

Computing A(¥Ya;AL U A;;®,7) Once we know how to compute
A(s;P= (A1 UAy);®;7), we can give a procedure to computeA (¥a; A UA;; ®; )

as follows. LetS be the set of states of the model. We patrtitionS into the sets
gtrue gfalse 5nq S? and characterize the relevant probabilities as follows:

stfUe - 52 Sj si Axg
sfalse = t52 s itis not the case that 9k and 9s:s; :::s¢ such that s = s,

and there is a non-zero probability of transition from s; to sj+; for 1 - i

andsi F Ay forall1 - i<k,andsc 2 StfUeg
s?=g; sirue, sfalse

Theorem 3.

Prob[¥s2 Path(s)j YF AU Ay]

= Prob[¥42 Path(s) j 9k and s1s, :::sk such that s;s;:::sk is a pre x of Yaand
si=sands 2 S’ forall 1- i<k andsc 2 S'U€]

Prob[¥s2 Path(s)j ¥6) A U Az]

= Prob[¥42 Path(s) j 9k and s1s, :::sk such that s1s; :::sk is a pre x of Yaand
si=sands 2 S7forall 1- i<k andsc 2 SfIS



Proof of a similar theorem is given in [8].

Therefore, to check if a sample pathva= s;5,S3::: (ignoring the time-stamps
on transitions) from state s satis es (or violates) A; U A,, we need to nd ak
such that s, 2 SU'U€ (or s, 2 SfaS€) and forall 1 - i<k, s 2 S? Thisis
done iteratively as follows:

i A1
while (true )f

if s 2 SUU€ then return true;

else if s 2 Sﬁls_e then return false;

else iAi+1;g
The above procedure will terminate with probability 1 because, by Theorem 3,
the probability of reaching a state in S'U€ or SfalS€ after traversing a ite
number of states inS? along a random path is 1.

To check whether a states; belongs to SYU€, we compute A(s; Ao; ®; );
if the result is true, we says; 2 SUU€ . The check fors; 2 Sf@lS€ is essentially
computing A(si; P=o (A1 UA); ®: 7). If the result is true then s; 2 SfalSe: else,
we sample the next states;+; and repeat the loop as in the above pseudo-code.

The choice of ® and ~; in the above decisions depends on the error bounds
®and ~ with which we wanted to verify A; U A, over the path ¥ By arguments
similar to gonjunction, it can bg shown that we can choose eacl® and ; such
that ® =, ®& and =, i wherek is the length of the pre x of
Ysthat has been used to computeA (Ya; A U Ay; ®; ). Since, we do not know the
length k before-hand we choose to se® = ®=2 and ; = =2 for1- i<k,
and ® = ®=2%i 1 gnd 7 = =2ki 1,

An interesting and simple technique for the veri cation of the unbounded
until proposed by H. Younes (personal communications) based on theorem 2 is
as follows. Letp denote the probability measure of the set of paths that start in
s and satisfy A; U A,. Let p® be the corresponding probability measure for the
modi ed model with stopping probability ps in each state. Then by theorem 2,
we havep ., p°, p(1i ps)VN, where N is the number of states in the model.
These bounds onp can be used to verify the formulaP u(Al U A) in the same
way as we deal with nested probabilistic operators.

However, there are trade-o®s between these two approaches. The simple ap-
proach described in the last paragraph has the advantage of being conceptually
clearer. The disadvantage of the simpler approach, on the other hand, is that we
have to provide the exact value ofN as input to the algorithm, which may not
be available for a complex model. Our original algorithm does not expect the
user to provide N ; rather, it expects that the user will provide a suitable value
of ps so that condition C2 in theorem 1 holds. Moreover, the bounds orp® given
in theorem 2 holds for the worst case. If we consider the worst case lower bound
for p°, which is dependent exponentially onN, then the value of ps that needs
to be picked to ensure thatpj + < (u+ H(1 i ps)¥ might be very small and
sub-optimal resulting in large veri cation time. Note that our method for the
veri cation of P~y (A; UAy) can be used as a technique for verifying properties of
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the form P_1(A) and P. ¢(A) which were not handled by any previous statistical
approaches.

3.5 Bounded Until: Computing AV AL U Ay®7)

The satisfaction or violation of a bounded until formula A; U' 'A; over a path ¥4
can be checked by looking at a nite pre x of the path. Speci cally, in the worst
case, we need to consider all the stateX]i] such that ¢(%;) - t. The decision
procedure can be given as follows:
iAoO
while (true )f

if ¢(Ya;0) >t then return false;

else if ¥i]E A, then return true;

else if ¥fi] 6j A; then return false;

else iAi+1;g
where the checksVfi] F A, and ¥4i] 6] A, are replaced byA (%i]; A;; ®; ;) and
A(Mi];: Ai;®; 7)), respectively. The choice of® and ~; are done as in the case
of unbounded until.

3.6 Bounded and Unbounded Next : Computing A X 'A®7)
and A (Y4 XA;®;7)

For unbounded next, A(1/4;X'A; ®;") is same as the resulg of A(Yf1]; A; ®;").

For bounded next, A(¥aX  'A;®;") returns true if A(¥41];A;®;7) = true and

o(¥al) - t. Otherwise, A (Y4 X 'A;®;"7) returns false.

3.7 Computational Complexity

The expected length of the samples generated by the algorithm depends on the
various probability distributions associated with the stochastic model in addition

to the parameters®; ; ps; +1, and +,. Therefore, an upper bound on the expected
length of samples cannot be estimated without knowing the probability distribu-
tions associated with the stochastic model. This implies that the computational
complexity analysis of our algorithm cannot be done in a model independent
way. However, in the next section and in [16], we provide experimental results
which illustrate the performance of the algorithm.

4 Implementation and Experimental Evaluation

We have implemented the above algorithm in Java as part of the tool called
VeStA (available from http://osl.cs.uiuc.edu/ » ksen/vesta/ ). A stochas-
tic model can be speci ed by implementing a Java interface, calledState . The
model-checking module ofVeStA implements the algorithm A. It can be exe-
cuted in two modes: single-threaded mode and multithreaded mode. The single
threaded mode is suitable for a single processor machine; the multithreaded mode
exploits the parallelism of the algorithm when executed on a multi-processor ma-
chine. While verifying a formula of the form P, (A), the veri cation of A over
each sample path is independent of each other. This allows us to run the veri-
“cation of A over each sample path in a separate thread, possibly running on a
separate processor.
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We successfully used the tool to verify several DTMC (discrete-time Markov
chains) and CTMC (continuous-time Markov chains) models. We report the
performance of our tool in the veri cation of unbounded until formulas over a
DTMC model. The performance of our tool in verifying two CTMC model is
provided in the [16]. The experiments were done on a single-processor 2GHz
Pentium M laptop with 1GB SDRAM running Windows XP.

IPv4 ZeroConf Protocol: We picked the DTMC model of the IPv4 Zero-
Conf Protocol described in [6]. We next describe the model brie°y without ex-
plaining its actual relation to the protocol. The DTMC model has N + 3 states:

state s; with probability g and state ok with probability 1 j g. From each of the
statess; (i 2 [1;N j 1]) the system can go to two possible states: statgj.; with
probability r and state sp with probability 1 j r. From the state sy the system
can go to the stateerr with probability r or return to state sy with probability

1 r. Let the atomic proposition a be true if the system is in the stateerr and
false in any other state. The property that we considered isP, (true U a).

1200 -

No Optimization —*—
Discount=0.1 ---&---

1100 [ Discount=0.5 ---v---

Caching e

1000

900

running time in millisecond

Fig. 1. Performance Measure for Verifying Unbounded Until Formula

The result of our experiment is plotted in Figure 1. In the plot x{axis rep-
resentsN in the above model and y{axis represents the running time of the
algorithm. The solid line represents the performance of the tool when it is used
without any optimization. We noticed that computing A(s;P=o (A, U A)): ®;")
at every state along a path while verifying an unbounded until formula has a
large performance overhead. Therefore, we used the following optimization that
reduces the number of times we compute\ (s; P= (A; U Ay); ®; 7).

Discount Optimization: Instead of computing A(s; P-o (A UAy);®; ") at ev-
ery state along a path, we can opt to perform the computation with certain
probability say pg = 0:1, called discount probability. Note that once a path
reaches a states 2 Sf@S€ any other state following s in the path also belongs
to sfalse Therefore, this way of discounting the checkof s 2 SfalS€, or comput-
ing A(s;P= (AL UAy); ®;7), does not in°uence the correctness of the algorithm.
However, the average length of sample paths required to verify unbounded until
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increases. The modi ed algorithm for checking unbounded until becomes
i A1l
while (true )f

if s 2 SUU€ then return true:

else if rand(0:0;1:0) - pq then if_si 2 S/IS€ then return false;

else iAi+1;g

The two dashed lines in the plot show the performance of the algorithm when
the discount probability is py = 0:1 and pg = 0:5.
Caching Optimization: If the algorithm has already computed and cached
A(s;A;®;7), any future computation of A(s;A;®, 9 can use the cached value
provided that ® - ® and ~— - ~° However, note that we must maintain a
constant size cache to avoid state-space explosion problem. The plot shows the
performance of the tool with caching turned on (with no discount optimization).

The experiments show that the tool is able to handle a relatively large state
space; it does not su®er from memory problem due to state-explosion because
states are sampled as required and discarded when not needed. Speci cally, it
can be shown that the number of states stored in the memory at any time is
linearly proportional to the maximum depth of nesting of probabilistic opera-
tors in a CSL formula. Thus the implementation can scale up with computing
resources without su®ering from traditional memory limitation due to state-
explosion problem.

5 Conclusion

The statistical model-checking algorithm we have developed for stochastic wd-
els has at least four advantages over previous work. First, our algorithm ca
model check CSL formulas which haveunbounded untils Second, boundary case
formulas of the form P 1(A) and P. ¢(A) can be veri ed using the technique
presented for the veri cation of P=y (A; UAy). Third, our algorithm is inherently
parallel. Finally, the algorithm does not su®er from memory problem due to
state-space explosion, since we do not need to store the intermediate states of
an execution. However, our algorithm also has at least two limitations. Fist,
the algorithm cannot guarantee the accuracy that numerical techniques achieve.
Second, if we try to increase the accuracy by making the error bounds very small,
the running time increases considerably. Thus our technique should be seen as
an alternative to numerical techniques to be used only when it is infeasible to
use numerical techniques, for example, in large-scale systems.
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