Problem 1 [Cache Coherency]

This problem concerns invalidation based snooping cache coherence protocol for bus based shared-memory multiprocessors, similar to the protocol discussed in class. The protocol here, called MESI, has four states instead of the three discussed in class. A block in a cache can be in one of the following four states:

• Modified: The block is present only in a single cache and the data in the cache is dirty (i.e., it reflects a more recent version than the copy in memory). This state is similar to the read-write state discussed in class, and occurs as a result of a write.

• Exclusive: The block is present in a single cache but is clean (i.e., memory has an up-to-date copy of the block).

• Shared: The block is possibly present in several caches and is clean. This state is similar to the read-only state discussed in class.

• Invalid: The block is not valid in this cache (space for the block may or may not be currently allocated in this cache). This is the same as the invalid state discussed in class.

If a cache has a block in exclusive or modified state, then it is responsible for servicing any requests to that block from other processors. If this request is for a processor read, then memory also updates its copy at this time and services any future requests.

If a cache replaces a block that is in exclusive or modified state, it informs memory so that memory can take over the servicing of future requests to that block.

Assume that after a cache performs a transaction on a bus, there is a mechanism for the cache to know whether other caches have a copy of the requested block or not at that time. This enables the cache to determine whether to transition to exclusive state.

Part A

This part concerns the response of the cache of processor i to a read or write request of block B by processor i. Fill out the following state transition table for the cache of processor i, showing the next state for block B in the cache and any bus transaction performed by the cache.

Each entry should be filled as: Next State/Bus Transaction (e.g., M/Read) where

Next State = M, E, S, or I

Bus Transaction =

Read (to represent a request to obtain a copy of block B),

Inv (to represent a request to invalidate copies of block B in all other caches),

Read+Inv (to represent both a Read and an Invalidate), or

NT (to represent no transaction)

Note: If an entry is not possible (i.e., the system cannot be in such a state), write “Not Possible” in that entry.

Also note the following about the two sub-columns under “Read by processor i” and

“Write by processor i”: The distinction between the two sub-columns is relevant only if the associated request results in a bus transaction. If it does not result in a bus transaction, put the same answer in both sub-columns. Also, note that the information about whether a block is or is not present in other caches is obtained only after the requesting cache puts its transaction on the bus.
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Part B

This part concerns the response of the cache of processor i to bus transactions initiated by the cache of processor j for block B. Fill out the following state transition table for the cache of processor i, showing the next state for block B in the cache and any action taken by the cache.

Each entry should be filled out as: Next State/Action (e.g. S/Send line for memory) where

Next State = M, E, S, or I

Action =

Send line for memory,

Send line for cache,

Send line for cache and memory, or

No action (NA)

Note: If an entry is not possible (i.e., the system cannot be in such a state) write “Not Possible” for that entry.

Some of the entries are already filled for you.

	Current state of block B in cache of processor I
	Read of block B by cache of processor j
	Inv of block B by cache of processor j
	Read + Inv of block B by cache of processor j
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Problem 2 [Sequential Consistency]

For this problem, assume sequential consistency. Consider the following code fragments, executed on two processors:

A = val = x = y = 0 initially

P1

P2

A = 1

val = 1

x = val



y = A

Part A
On a sequentially consistent system, what values can x and y have at the end of execution?

Part B

On a sequentially consistent system, what values of x and y are not possible at the end of execution?

Problem 3 [Synchronization]

A fetch-and-increment primitive (F&I <targetregister><memaddr>) can be used to implement a spin lock. Write the code to both acquire and release such a spin lock on memory address L, using the F&I primitive.

Assume M[L] is initially 0, and that F&I uses saturating arithmetic.

