UIUC Event Search: A Crawling Calendar

Samyong Jeong     JaeHun Jung     Chaeeun Lee     Edward Lee     Andrzej Palczewski
University of Illinois at Urbana-Champaign
201 N Goodwin Ave
Urbana, IL 61801-2302
+1 217 333 3426
{jeong6, jung28, clee82, eslee3, palczews}@uiuc.edu 
1 INTRODUTION

Imagine being able to effortlessly search through all your favorite calendars on the internet and find cool events for the upcoming weekend.  Imagine a query interface so powerful that with a few clicks you could find out both when that fascinating seminar with delicious pizza is going to occur – as well as what plays are being shown tonight at the local theatre for your date with that cute coworker.  This was the motivation behind UIUC Event Search – to take all the data from the University of Illinois at Urbana-Champaign’s calendars and stick it into one accessible calendar.
2 MOTIVATION
2.1 Navigation

When the UIUC calendars are split up, they are difficult to navigate.  Most people will lose interest in searching many separate calendars and give up – in the end missing out on events they otherwise would have been interested in.  Since campus events are made to create a strong community, meet new friends, and have fun – more attendance is always a positive thing.  By combining the events, more people will be able to attend the events they are interested in, thus creating a positive outcome for everyone.
2.2 Interface

In addition to being difficult to navigate through the distributed system, the user interface for the UIUC calendars is rather poor.  It is difficult to see at a glance which events occur on what date – due to the lack of a calendar view with events listed on each date.  Instead, the user needs to read through all the events that occur for the entire month, or create a separate query for each day they are interested in.  By creating an intuitive and easy to use interface, we address this problem in UIUC Event Search and make the calendar viewing a much more pleasurable experience.

2.3 Subscription

Finally, we wanted to allow users to subscribe to their favorite events and receive email updates.  This gives them the opportunity to be notified of new events that might interest them without even having to visit the web site.  This automated system allows users to subscribe by event type – for instance a user might choose to be notified of all seminars, dances, and sports games.  This especially helps people who are too busy to search for things to do – but if something interesting drops their way, they would love to come.

3 METHODS

3.1 Database

3.1.1 Design
The database was first created in SQL Server 2000 using SQL scripts.  It consists of five tables: the site table, event table, user table, user event table, and log table.

All tables are designed with an auto-numbered ID as the first field and primary key.  This guarantees no duplicates and allows all records to be referenced individually.  All names are prefixed with the table name.  For example, the event URL is E_URL.  Finally, all rules of data normalization are applied to make sure that the data is stored in as compact and malleable fashion as possible.

3.1.2 Site
The site table contains all the information pertaining to each site to be crawled.  It has a URL that we will crawl, as well as an additional field containing any data the program wants to serialize into it.  This makes the site table extensible for any programming necessary for crawling the data.  Unfortunately, this field never came into play since the parsing engine globally parses all calendars using the same configuration.  Still, if in the future we needed to add new calendars with different configuration files, this would be the place to do it.

3.1.3 Event
The event table has a record for every event in the database.  It contains a separate field for start date, end date, location, description, email, etc.  The start and end dates are required, and events that only occur at one point in time should have the start date equal to the end date.  This is necessary for the web front end to function well, as users can query by start date and end date on the web site.  Also, events are shown based on their occurrence date.

3.1.4 User
Finally, the user table contains the user information, and the user event table contains one entry for every event category the user is subscribed to.  We designed the database this way so the user could subscribe to an arbitrarily large number of events.

3.1.5 Log
Finally, the log table contains a record for each error that occurs in one of our programs.  When the parser is unable to parse a page, it writes an entry to the log table.  From this, we can deduce which site is causing the problem and why.  Since all of our programs run unsupervised, if we do not take note of errors, we will be unable to debug them.

3.2 Crawler

3.2.1 Design
Crawler should search and get the site information related to the category what user wants to know. Because sometimes it takes much time to search all the web sites, it is usually executed at background on server.  We decided to make a Java program for the “search and get” function implementation. For the prerequisites, the server should be at the DMZ area which is not screened for the security problem. And of course the sites that crawler searches should be at the internet zone (DMZ area). Usually C# or Java can be used to make the crawler, so we decided to use Java and JSP program.  So we used “Apache Tomcat” environment for Web Application Server.
The crawler program searches the websites related to specific category at first, and then it searches the hyperlinked sites recursively until there’s no hyperlinks on the page. Our project is focused on the “event” information of the university websites to make event database. So the crawler just needs to search the university websites especially all the calendar pages. 
The result lists (the pages) that crawler found can be very big at the size. Sometimes it’s over 1000 events in the university calendar. For the Road Runner which uses the result of the crawler and extracts event information at the page, the website information is downloaded at the server as file format. It was because the roadrunner can understand the file type as its input. 
Road runner searches specific directory (e.g. c:\event) on which the crawler program creates file per one page for the result of the searching. But the crawler program does not writes page information and creates files for all the sites that it searched, it only makes files for the lowest hyperlinked pages which contains no more hyperlinks for the calendar and event.   And also, before making the files, the crawler program adds the URL information at the top of the page which contains the data that the crawler found. That was because the Road Runner program needs to know the page’s URL information to insert it on the event database.

3.2.2 Technical Problems and Improvements

3.2.2.1 Starting page

If there’s no some kind of limitation of the website when the crawler searches the websites, it will search all the web in the world and it will takes so much time to find all the related pages. For the performance (or search speed) problems, we specified the starting page on the crawler program. It can only search web sites under the starting sites. The starting site is the university calendar pages which contains all the event of the university. For the future expanded use, we made the crawler program to get the starting page as an input. So it is made as JSP program. So actually the crawler program consists of Java and JSP program. But in this project, we made a Java program to execute the JSP program on the command line and schedule it on the background batch job. (e.g. c:/jdk1.4/bin>Java uiuc_event) 
3.2.2.2 Overload of the parsing hyperlinks

The crawler searches hyperlinked pages recursively, so it takes much time to read one page to find all the hyperlinked pages. But the pages contain the common menu pages which contains all the calendar category sites. That means the crawler program should read the common menu pages on each one page repeatedly. So we added some logic in the Java crawler program not to read all the hyperlinks of the page but to read the main frame of the page excluding the common menu frame to speed up the searching.

3.2.2.3 Result file naming convention

When creating files in which contains the pages that the crawler searched, we tried to make the filename as the URL for the road runner to get the URL information to put it in the event database. However the URL contains special characters (e.g. *) that cannot be saved on the file system. So we made the naming convention for that and the crawler program makes files under the guide of the naming convention. For example, c:\event\1\page_1.html
3.2.3 Summary and Limitations
The crawler searches the websites by navigating hyperlinks from the starting page. And it downloads the pages into the files for the road runner to get the URL information. For the search performance, it needs to read only the main frame for not loading the parser with too many hyperlinked pages. For expanded use of this crawler, we made the starting pages as input variable.
3.3 Parser
3.3.1 Design


The parsing engine is broken into two main components: wrapper generation and data extraction. We made use of RoadRunner to automatically generate the wrappers and wrote our own C# program to parse the interesting data out of the results from RoadRunner. There were various interesting aspects about doing each of these pieces as well as putting them together.


Taking a step back, we had to first realize that event pages were quite similar to each other except for the interesting event details. This is because many event pages are dynamically generated to fill in a website’s template with just the event details being populated from a database. This means even though there is a lot of HTML to structure and design the page, only a small portion actually contains the information that we want. These templates provide structure to a webpage and stay consistent for some time, so it would be okay to directly compare the HTML on one event to that of another given both were obtained around the same time.


RoadRunner automatically finds the underlying structure of a webpage by looking at multiple pages of the same format to see which parts are similar or different. There are multiple patterns to detect between pages such as single differences and repeated differences. The single differences come back as attributes of the page while repeats are grouped together as a list of different subtrees. After analyzing every input page, it is then able to compare the structure between pages to find where things are different and saves the results.


Assuming RoadRunner is given a good set of pages to analyze, it can take the input HTML files and make an XML output that consolidates all the differences for each input instance and labels that information for later use. A quick visual check can be done in a web browser that supports XSLT that transforms the plain XML data into a HTML-like format for browsers to render. But to actually get the interesting event data, we needed to extract information from that XML file.

3.3.2 Implementation


We implemented the XML data extractor in C# which follows the following logic: run RoadRunner for a particular site, save the interesting attributes from each page, clean up values, and save the event. Each of these steps depends on the previous one and does things multiple times such as a RoadRunner needing to be run multiple times for each calendar, multiple pages need to be processed for each site, and multiple attributes need to be extracted from each page.


Running RoadRunner which is a Java program required us setting up a batch script to be called from C# which could specify which site and directory to look for HTML files. RoadRunner also generates its output file under a predefined path and name, so that XML file needed to be moved to a place that the C# program could continue using it for the rest of the process.


Extracting the interesting attributes from the XML involved figuring out the RoadRunner output format. The structure is fairly straightforward which involved some simple XPath queries. The interesting aspect for this part is that we needed to do some more HTML processing to get the data we wanted. The major benefit for using RoadRunner was to focus on extracting data from a smaller set of HTML that is consistent from page to page. This differs greatly from trying to extract data from the plain HTML input because there is so much to go through, and it is difficult to match up positions along multiple files.

3.3.3 Technical Challenges


Some attributes that were extracted from the XML file always came back in the same order which includes the URL that was added by the crawler to the top of the page. This means when adding a new calendar to crawl, an ordered list of attributes would need to be provided such as URL then title then description. Another set of attributes would allow for any subset of them to be used, so this would require looking for a particular text pattern to decide what value it contains. Right now we just do a simple plain text match for a keyword such as “Location” to decide the accompanying value is the actual location attribute. This could easily be extended to dynamically detect other keywords or match based on the value’s pattern.


Data cleaning is a required step because even though the webpage’s structure is well defined, the interesting event data is still user inputted which could have all sorts of formats. These various formats would need to be converted to a standard to later be inserted into the database. One example would be the event times which need a start and end time, but many events only list off a start time and a start date. There could also be various combinations such as a single start date but a start and end time. This information would need to be combined to generate the possible start and end combinations that would be saved in the database.


Saving the results in the database required nothing too special other than dynamically generating the query to support variable number of attributes. The current implementation only will add a new event entry if no existing entry has the same name and time intervals, but this could be extended to use a different duplicate detection mechanism. Similar logic can also be used to decide if an existing event needs to be updated with new information that was just mined from the fresher event page. 


One issue with RoadRunner is that it is dependant on the source pages given to generate the wrappers. If all the events happen to contain information about the location and speaker and topic in that same order with the location and speaker being the same each time, RoadRunner would only find the speaker as being different because the rest looks like a static value on the page. Even after tweaking around with the various configuration settings for RoadRunner, we could only get the desired results if enough different pages are given to RoadRunner.

A related issue is if every page has the same list of event properties because RoadRunner wouldn’t think that the list is actually a variable length list of arbitrary properties. This means if all the input pages are too similar, the differences will come back as attributes of the page, but they would not contain any context of the original page such as if it was a date or location. This was solved by just providing a larger set of data and hoping that RoadRunner would correctly learn the structure. Alternatively, we could have found a base dummy event that would have the desired structure and feed it in as one of the inputs to RoadRunner, but then that would require manually generating the file for each calendar.
3.4 Web Front-End

The Web Front-End is designed in HTML and ASP.NET.  It consists of three main elements: the graphic design, the interface design, and the programming back-end.

3.4.1 Graphic Design

The graphics were designed to look compelling and inviting.  A large amount of white space exists to give the user a feeling of curiosity and exploration.  We wanted the users to explore the site and learn all its ins and outs.  Gradients are used to give a gentler feel to the otherwise hard lines and buttons.  This gives the viewer a feeling of gentle rigidity – a system with rules, yet open for creativity and innovation.  The magnifying glass adds a touch of reality to an otherwise comic logo.

The first part of the graphic design was to create the logo.  It was a bit tricky to do since the magnifying glass was on top of a white background.  Just cutting out any non-white pixels would leave an ugly margin around the glass, and make the inside non-transparent.  We wanted the inside to show the calendar instead.  The solution was to find a Photoshop filter that increases the alpha blending of each pixel based on how white it is.  Finally, we needed to leave the handle and the metal piece in the middle out of the selection – since otherwise it would turn those transparent as well.  After cutting it out and inserting it over the vectorized calendar we found, the magnifying glass achieved just the right effect.  It even adds a pleasant blue aura over the top of the calendar.  After adding the UIUC Event Search text, positioning it, and making the gradient just right, we created the buttons using a similar technique.

Finally we were ready to convert it into HTML.  We exported the PNG file from Adobe Illustrator to Macromedia Fireworks.  We cut the picture apart, and designated some areas as “slices” – meaning they would be cut into individual pictures and then thrown together in a table in the resulting HTML.  We also adding link targets to the buttons at this point.  When we were done, we exported the HTML to Macromedia Dreamweaver.

Now came the interesting formatting techniques.  We needed to add an area where we could actually write (the middle part was a large blank picture as well).  To do this, we deleted the middle part and modified the HTML of the side buttons to convert them into a special expandable table.  This would keep the gradient on the side bar expanding as the page length would increase.  It also was necessary so that the separation between the buttons would not increase along with the page length.  At long last, we converted this into a template, created a separate page for each ASP.NET file, and moved it all into Visual Studio.NET 2005.

3.4.2 Interface Design

Now that the design was created, the next step was to create an interface for the calendar.  We created a custom calendar control in ASP.NET, and decided to display an event under each date box.  The idea behind this was that users have certain days they want to have fun, while other days they reserve for projects or work.  By displaying the events that occur on that day under each day, we give the user the ability to see, at a glance, what events will occur on the days they have free.  This ability has a completely different feel to it than the Campus Calendar.

In addition, we created a filter box that allows the user to narrow down the events to only those he is interested in.  We decided to make the filter box collapsible so that the user could fold it down if they needed the extra room.  On the other hand, if they wanted to have more capabilities, they could leave it open.  Filtering allows you to select a from/to date – this is not terribly useful as it is already shown on the calendar.

In addition, filtering allows you to select calendars of your favorite interest and to search by keyword.  Originally, we considered created a separate search box for every event column, however in the end we decided it would be a better interface if we just had one box for search criteria in general.  For more capabilities, we could add an advanced search in the future that allows searches using Boolean algebra.  At the moment, the query field searches all event columns for any occurrence of the search term.  We also decided to make it case insensitive, for obvious reasons.

3.4.3 Technical Challenges

Once the calendar was programmed we still had some design issues.  The text was close together and it was hard to read.  To fix this, we added a spacer after every item, and this greatly increased the readability of the events.  In addition, we changed the link from being a regular link to a Javascript-activated window.  This was necessary in order for the page not to move every time the link was clicked, and to give greater control over the size and parameters of the new window.

A last interface issue was in the calendar selection on the query box.  We needed to decide whether to keep all the boxes unchecked at first, or all checked.  We decided to keep them checked, as this meant that in the default view, all calendars would be shown.  If a user wanted to filter calendars, they could uncheck the calendars they did not want.  In the future, we should add a button to uncheck all the calendars for the user (All/None buttons).  This would make the system easier to use if many calendars are entered in the system.

3.4.4 Contacts Page

Finally, once the calendar display page was finished, we created a contacts page.  We debated between storing the contact form results in the database or emailing them.  In the end we decided to email the results to each of our group members, so that all of us could participate in the feedback and hear what interesting people had to say.

3.5 Email System

3.5.1 Design
Email system should generate and send the customized UIUC event emails to users that are selected and preferred event types during the user registration. It will be running, after the crawler searched and got the event information using background program from many websites. Even though there are plenty of commercial email systems, we decided to adopt the SMTP mailing system. First of all, we reviewed the database schema to implement how we normalize the user preference functions and SMTP mailing system. While reviewing the logical schema, we de-normalized the schema by selecting only four preferences. At the end, we changed the logical and physical schema to select all of event types. After that, we studied the web search engine and physical and logical architecture to understand how our project gathers the event information. 
We adopted the iterative methodology to design and build the web UI with Java. Our web page is very simple to affiliate many users since users do not need to submit much personal information. We referred to the e-bay user registration pages. At first, in the project proposal, we planned to build our project using C# and ASP.NET. However, we could not connect to our UIUC project server because of communication problems. Hence, we setup all environments with Java in our system. That made our system two web servers such as IIS and apache tomcat.

During the design of user interface, we investigated all the UIUC calendar pages. And then, we found the 21 event types which can be selected by user during the registration. The event types (that crawler should search and gather) are gathered automatically, because event types can be added for a purpose. We think it is also one of the future works. Hence, we considered its scalability through adding to primary key in the related table. We created the some table to gather user preference and changed the schemas to implement some email functions. 
To build the software, we installed lots of free software such as IIS, Apache Tomcat, SMTP mail system, and MS-SQL. We implemented the mail system using the SMTP protocol to send some customized mail after parsing and crawler event data. For the first time, we could include just event descriptions in the event mail without including some attributes such as the event title, date, location, and so on. To provide sufficient information to user, we decide to add all of the attributes. Unfortunately, some of the events did not include all attributes because 21 event types have different characteristics to each other. Hence, we needed to normalize including data type name and data.

We built the user preferred categories and customized mail system to send to users. The Web pages and functions are as follows 1) Register page: http://csil-cs511g2.cs.uiuc.edu:8080/uiuc/register.jsp 2) Sign In page: http://csil-cs511g2.cs.uiuc.edu:8080/uiuc/login.jsp 3) Select preference: http://csil-cs511g2.cs.uiuc.edu:8080/uiuc/event.jsp 4) Send Mail processing program (SendMail.Java): We added in the task lists to send customized and preferred mail to users at every Friday night with events for the next Monday-Sunday (Schedule : PeriodMail). And all errors and sent email information are logged into a database table every time.

We have to use the personal email address as an ID to prevent duplicating user IDs. All user has to verify same email address whether already registered or not before the submitting. We provide event category to allow selection of many event types. 

3.5.2 Technical Challenges

3.5.2.1 Tools architecture
When we submitted the project proposal, we planned to implement all codes using C# and ASP.Net. But we could not only connect to our UIUC development server to setup environments but also not familiar with C# and ASP.Net. Hence we decided to implement with Java, JSP and Servlet, or we changed the system environment. Furthermore, we needed to install the Web Application Server as apache tomcat for J2EE environment. Even though we could develop the software rapidly, it needs two web application servers such as IIS and apache tomcat.
Even though we installed the MS-SQL 2003 server as a database server to implement email system function, we knew the real environment was the MS-SQL 2005. It is very different to use some function such as database connection script, data manipulation language and so on. 

3.5.2.2 Dynamically generated different pages according to event types

When we sent the email to registered user according to their preferred event, we didn’t give detail information except the description. Some users didn’t understand perfectly about the received event mail, so we added to contents other attributes such as the event title, date, time, sponsor, e-mail, phone, cost, location and so on. But some data existing in the event table are blank after gathering the event information using crawler engine. At first we developed static page including all columns, we changed to dynamic page to remove the blank column. If there was no data in some columns, the mail excluded blank columns in the contents.
3.5.2.3 Maximum preferences

At first, we designed logical schema to choose by four preferences and we developed like that. At that time we thought that it was the result of the de-normalized schema. During the first iteration we discussed about that through the design review. User preference needs to consider high scalability. After all we changed the logical/physical model of choosing event type. We divided the user object into user and user event object. Thus, there are no user preference limitations about selecting event type. Because of poor design, we spent a lot of efforts for changes. We consumed additional quality costs for our project.
3.5.2.4 Mail error

While sending email which contains event information, no one could receive email. We solved the problem as setup the configuration. Configuration setup menu is All Programs(Administrative tools(IIS manager(Default SMTP Virtual Server(Properties(Access(Relay(All checked.

3.5.3 Summary

Email system generates and sends event schedule and information to registered users according to their preferences. It provides the email subscriptions of interesting events. Our project was focused on the “UIUC event” data of the university websites to build event database and inform user preferred event by email or web sites. After searching and gathering the event data from the university dynamic websites using crawler, our email system send all users what they wanted the category of events. 

3.5.4 Limitations

We think the email system has been used widely so there is no limitation except delivery performance. Our email background program runs one time per a day, and the crawler must run before the running of email system. In the worst case, it may take over two days because of serialized task operations. We need to reduce the delivery time to gather many customers. It also remains future works.
4 FUTURE WORK
4.1 Crawler and Parser

To attract more users and show more events, the simplest and most effective step is to add more calendars to our system.  We currently crawl around ten, however we could include many more.  In addition, it would be interesting to add calendars of various formats we have not considered yet.  This would require addition work with the parser to combat these pages.

Another avenue for future improvements is with the crawling system’s durability.  Although the parsing system can handle changes in the page format, the crawling system is unable to do so.  If the format of the hyperlinks of the calendars changes, the rest of the systems will fail in downloading and displaying events.  To fix this, we need to make the crawling system adaptable to changes in page link design.  This would require an advanced system that would learn to navigate like humans learn – by looking at little hints.  As an alternative, the system could try to follow all the links until it finds a format that seems to be correct.

A final improvement would be to pick up events from non-calendar pages.  The crawler could crawl all the pages on the University of Illinois web site and pick out any events it finds as part of the text itself (We will be having a meeting this Friday at 8).  This would require a very intelligent parser with a knowledge of human semantics.  However, this would be an interesting avenue for Artificial Intelligence research.  In addition, it would be interesting to search PDFs – as many newsletters are in PDF format.

4.2 Web Front-End

The Web Front-End could be improved by adding a Boolean search.  This would allow users to search using words like OR and AND.  Once we have many events in the database, this feature would become a must, since it would allow users to search under multiple columns for different keywords.  The system does not currently support a query like: Neural network events located in Siebel Center.  You can only either search for Siebel or Neural network.

In addition, it would be great to create a scriptable calendar component that could be inserted on other web pages.  This would allow person and university web sites to link to and display our calendar of events using just a line of Javascript.  Users could also display the calendar on their desktops as an Active Desktop item.
4.3 Email System

1) RSS (RDF Site Summary, Rich Site Summary) service: You can use the RSS feed of events to desktop. Our current email system sends one time per a day and manages always current data. Even urgent event may not send as real time because of serialized tasks such as crawler operation, mailing services. It is a limitation already mentioned. If you copy our RSS address including the event calendar, you don’t need to connect and search our websites. You can receive all new event information at the real time.

2) Synopsis delivery service: We can generate the synopsis of the every event data type. It’s a kind of summary, or it is semantic compression of text. Every event data can be delivered every event with the contexts of synopsis and the detail attachments as pdf file format.

3) Dynamic event type: The current event type is static category on the registration page. But the event type will be added and changed to expand the event gathering. Thus event types and categories must be stored to the database to generate the selection of many events page dynamically. We can gather the event type using a crawler function.

4) Hyperlink service: To expand the usability of the mail system, we need to add the hyperlink functions which to link from personal mail to UIUC calendar pages. Hence we might have its URL information.
5) Outlook interface service: After developing the interface module, we can deploy the component module to the customer to interchange the event data using outlook calendar.

6) Mobile phone message service: We can provide the mobile service using SMS services

7) Find user ID and password: If you lost your ID and password, you can receive you personal information after authenticated his/her information.
5 CONCLUSION
The UIUC Event Search is a powerful calendar that crawls the Campus Calendars, downloads relevant pages, and inserts their data into the database.  Its intuitive user interface and pleasant design will hopefully attract users and serve as a useful tool for years to come.  Finally, a subscription system gives users the opportunity to receive notifications about their favorite events on a weekly basis.

The project was a success and the final version is viewable at http://csil-cs511g2.cs.uiuc.edu.  Please send comments and ideas using the feedback page on the website.
PAGE  

